
1© Babylon 2022

FHIR streams: 

How to solve scaling 
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A Journey in time and space

We started with a small 
number of products and 
services

Those products needed to 
share information with one 
another.

So we tried to simplify the 
communication by creating a 
central data access point (but 
also central data storage and 
ownership).

Then we changed tack and 
democratized data ownership 
and storage but kept 
centralized access.
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Simple times

Patient-Facing App 
Product Team

Small number of 
products and 

services

Patient 
App

Patient 
Profile
Service

Clinical
Portal

Consultation 
Service

Clinical Portal 
Product Team

“How old is the 
patient I’m about to 
see?”

“What time does 
my appointment 
start?”
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Less Simple

Patient-Facing App 
Product Team

Everyone needs to 
share information 

with each other

Patient 
App

Patient 
Profile
Service

Clinical
Portal

Consultation 
Service

Clinical Portal 
Product Team

“What were results 
of a patient’s blood 
tests?”

“Do I need to see a 
doctor?”

Triage 
Service

Lab Tests 
Service

Lab Tests 
Product Team

Triage Product 
Team
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Less Simple

Everyone needs to 
share information 

with each other

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

Consultation 
Service

Risk 
Assessment 
Service

Fitness 
Tracking
Service
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Problems

Everyone needs to 
share information 

with each other
Development Overhead
Each new API is more work.

Tight Coupling
Each service functionality immediately 
affects functionality of other services. 

Data Drift / Inconsistency
Because of the above. People will store 
their own version of the same data (e.g. 
weight).

Slower Development
Fewer, worse features.

Poor performance / uptime
Lots of services involved in any request 
means more network overhead and 
opportunity for failure.

Poor patient experience
Having to enter the same data more than 
once in the same app or across different 
Babylon services. Longer consultations 
etc.
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Simple Solution

Creating a central 
data access point.

Patient 
App

Patient 
Profile
Service

Clinical
Portal

Consultati
on Service

“What were results of a 
patient’s blood tests?”

“Do I need to 
see a 
doctor?”

Triage 
Service

Lab Tests 
Service

FHIR Server

transactional
data store

Data Team
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Problems Solved?

Everyone needs to 
share information 

with each other
✅ Development Overhead
Only one API to integrate with for all of our 
data!

✅ Tight Coupling
Now we are only coupled with one other 
service.

✅ Data Drift / Inconsistency
Centralised data store solves this problem.

Slower Development
Fewer, worse features.

Poor performance / uptime
Lots of services involved in any request 
means more network overhead and 
opportunity for failure.

Poor patient experience
Having to enter the same data more than 
once in the same app or across different 
Babylon services. Longer consultations 
etc.
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Problems

Everyone needs to 
share information 

with each other

Fast Healthcare Interoperability Resources

FHIR was designed for interoperability between external systems that work entirely 
independently.

Here we are talking systems built by folks who work two desks over, and are 
working together to achieve a common goal.
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Slower Development
Fewer, worse features.

Poor performance / uptime
Lots of reads and writes to the same 
database is hard to scale performantly.

Poor patient experience
Having to enter the same data more than 
once in the same app or across different 
Babylon services. Longer consultations 
etc.

Problems

Everyone needs to 
share information 

with each other

🚫 Development Overhead
Everyone needs to either translate all their 
data to FHIR and make sure it’s always 
written to the central store.

🚫 Tight Coupling -> Single 
Point of Failure
Only coupling to one service is great. But 
because everyone is coupled to the same 
one…

🚫 Data Drift / Inconsistency
In practice teams like to have their own 
domain model that is replicated to FHIR. 

Remains possible to store weight in two 
different formats in the same data store. 
Profiles do not solve this problem (see 
Greg’s talk).
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Simple Solution

Creating a central 
data access point.

Patient 
App

Patient 
Profile
Service

Clinical
Portal

Consultati
on Service

“What were results of a 
patient’s blood tests?”

“Do I need to 
see a 
doctor?”

Triage 
Service

Lab Tests 
Service

FHIR Server

transactional
data store

Data Team
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Complaints 

“Why do I keep having to 
re-enter information in 
different places, and why 
is the app sometimes 
really slow?”

“Why can’t I see all the 
data a patient has 
already given to 
Babylon?”

“Why do we have write 
everything in FHIR, it 
seems like overkill.”

“We don’t have time to 
do this at the same time 
as building features.”

“Why are people coming 
to us asking how to 
interpret weight data, we 
don’t know anything 
about it?”

“Trying to support a 
database that serves 
almost all the reads and 
writes for the company is 
really hard.”

“FHIR is quite hard to 
use with our SQL-based 
analytics tools because 
it’s so nested”

“Not all the data that 
people are using in the 
application is available 
for analysts.”

Patient Clinician Product
Dev

Data 
Engineer Analyst
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Candid Moment 

Me: “No one was super happy and it kinda sucked…”
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Problem

How can we design a solution that:

● doesn’t couple services unnecessarily

● is easy/lightweight for developers while being interoperable and 
using a consistent domain model

● keeps data expertise local to where the data experts are 

● is performant and reliable

● is extensible, scaleable and future-proof 
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What we came up with.

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

(1) Publish updates as 
dFHIR data streams

triage patient lab tests

Searchable 
Data Cache

(3) Materialize a read- and 
search-optimized data cache
dFHIR & FHIR

(2) dFHIR is converted to FHIR

GraphQL Gateway

Patient 
App

Clinical 
Portal

Why streaming?

gentlydownthe.stream

https://www.gentlydownthe.stream
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What we came up with.

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

(1) Publish updates as 
dFHIR data streams

triage patient lab tests

Searchable 
Data Cache

(3) Materialize a read- and 
search-optimized data cache
dFHIR & FHIR

(2) dFHIR is converted to FHIR

GraphQL Gateway

Patient 
App

Clinical 
Portal

(5) Data can be enriched, used 
for alerts and other automation 
in real time by AI Agents

(4) Other views can be 
materialized specialized for 
other use cases (e.g. time 
series or pop health)
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What we came up with. dFHIR and FHIR

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

(1) Publish updates as 
dFHIR data streams

triage patient lab tests

(2) dFHIR is converted to FHIR
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How does it work? dFHIR and FHIR

Hey, just got this new value: { “patientId”: 1234, “weight”: 
106 }. Thought you might want to know?

Patient Metrics Service Data Service

This slide includes fictitious data for illustration purposes.
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How does it work? dFHIR and FHIR

Hey, just got this new value: { “patientId”: 1234, “weight”: 
106 }. Thought you might want to know?

Patient Metrics Service

Err… what does that mean? What units are you using? What is “weight”? Do you 
mean “http://snomed.info/sct/27113001”? … ? … ?

Data Service

This slide includes fictitious data for illustration purposes.

http://snomed.info/sct/27113001
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How does it work? dFHIR and FHIR

Hey, just got this new value: { “patientId”: 1234, “weight”: 
106 }. Thought you might want to know?

Patient Metrics Service

Err… what does that mean? What units are you using? What is “weight”? Do you 
mean “http://snomed.info/sct/27113001”? … ? … ?

Kilograms… same as literally every other weight value I’ve ever sent you. 
And sure, that is the code, but for us it’s just weight.

Data Service

This slide includes fictitious data for illustration purposes.

http://snomed.info/sct/27113001
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How does it work? dFHIR and FHIR

Hey, just got this new value: { “patientId”: 1234, “weight”: 
106 }. Thought you might want to know?

Patient Metrics Service

Err… what does that mean? What units are you using? What is “weight”? Do you 
mean “http://snomed.info/sct/27113001”? … ? … ?

Kilograms… same as literally every other weight value I’ve ever sent you. 
And sure, that is the code, but for us it’s just weight.

Data Service

Hey, just got this new value: { “patientId”: 1234, “weight”: 
104 }. Same as before but a lower weight this time.

This slide includes fictitious data for illustration purposes.

http://snomed.info/sct/27113001
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How does it work? dFHIR and FHIR

Hey, just got this new value: { “patientId”: 1234, “weight”: 
106 }. Thought you might want to know?

Patient Metrics Service

Err… what does that mean? What units are you using? What is “weight”? Do you 
mean “http://snomed.info/sct/27113001”? … ? … ?

Kilograms… same as literally every other weight value I’ve ever sent you. 
And sure, that is the code, but for us it’s just weight.

Data Service

Hey, just got this new value: { “patientId”: 1234, “weight”: 
104 }. Same as before but a lower weight this time.

Err… what does that mean? What units are you using? What is “weight”? Do you 
mean “http://snomed.info/sct/27113001”? … ? … ?

This slide includes fictitious data for illustration purposes.

http://snomed.info/sct/27113001
http://snomed.info/sct/27113001
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How does it work? dFHIR and FHIR

Patient Metrics Service

Err… what does that mean? What units are you using? What is “weight”? Do you 
mean “http://snomed.info/sct/27113001”? … ? … ?

Kilograms… same as literally every other weight value I’ve ever sent you. 
And sure, that is the code, but for us it’s just weight.

Data Service

Hey, just got this new value: { “patientId”: 1234, “weight”: 
104 }. Same as before but a lower weight this time.

Err… what does that mean? What units are you using? What is “weight”? Do you 
mean “http://snomed.info/sct/27113001”? … ? … ?

🙄🙄🙄🙄

This slide includes fictitious data for illustration purposes.

http://snomed.info/sct/27113001
http://snomed.info/sct/27113001
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How does it work? dFHIR and FHIR

Patient Metrics Service Data Service

Hey, here’s a template that I want you to use to interpret everything else that I’m 
about to say: 
“params”: [
     {“name”: “patientId”, type: “integer”}
     {“name”: “weight”, type: “float”}
],
“hydrated”: {
    “resource”: “Observation”,
    "subject": {"reference": "Patient/{patientId}"},
    “code”: "coding": [

{
        “system": "http://loinc.org",
        "code": "29463-7",
        "display": "Body Weight"

}
     ],
     "valueQuantity": {

“value": {weight},
"unit": "kg",
"system": "http://unitsofmeasure.org",
"code": "kg"

      }
}

This slide includes fictitious data for illustration purposes.
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How does it work? dFHIR and FHIR

Hey, just got this new value: { “patientId”: 1234, “weight”: 106 }. 
Thought you might want to know?

Patient Metrics Service Data Service
        “system": "http://loinc.org",
        "code": "29463-7",
        "display": "Body Weight"

}
     ],
     "valueQuantity": {

“value": {weight},
"unit": "kg",
"system": "http://unitsofmeasure.org",
"code": "kg"

      }
}

Gotcha 👍

This slide includes fictitious data for illustration purposes.
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How does it work? dFHIR and FHIR

So what is “dFHIR”?

It stands for “dehydrated FHIR”.

But all it means is “something that can be re-hydrated into FHIR using a 
dFHIR template”.

OK… so what is a “dFHIR template”?

Something that you can use to hydrate dFHIR into FHIR?

SMH… what’s the point?!

The point is that we don’t want to force everyone to use and understand every part of FHIR everytime they want to use data. 
But we do want to make sure that all of our data is available in a FHIR format if required. There are some other cool things 
too…
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Why it works. dFHIR and FHIR

Developer Experience is King

Lower complexity overhead for doing most 
things.

Easy apply constraints within your 
data model.
 
OK but can’t we just use FHIR profiles for 
this? a) not to the extent where creating an 
invalid FHIR resource becomes almost 
impossible.

FHIR profiles come for free!
 
Because the resulting FHIR is constrained by 
the template, it’s easy enough to generate 
FHIR structure definitions from them.

(And from those SDs we can generate other things too!)

dFHIR ← → FHIR is always reversible

We can go back and forth between the two 
formats wherever we want, because they 
contain the same information.

Highly nested structures can be 
difficult to work with.

dFHIR is much flatter than FHIR, which makes it 
much nicer to use event streams (protobuf) and 
with tabular data stores (e.g. Google BigQuery).

Enables true domain ownership 

Because the data constraints are no longer 
primarily enforced at the FHIR server level we 
can allow domain owners to truly own their data 
domains.
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Related Talks. dFHIR and FHIR

Greg McKay
Dehydrated FHIR
Wednesday
11:10 AM - 11:30 AM

Hugh Simpson
Lit: yet another FHIR library
Today (Tuesday)
2:55 PM - 3:15 PM

https://whova.com/embedded/session/FFh6nVa1p8yq6n2tDhuZtIpDiW0KVB6AM8V9aN9tV1c=/2227762/?widget=primary
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What we came up with. Domain Ownership

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

(1) Publish updates as 
dFHIR data streams

triage patient lab tests

(2) dFHIR is converted to FHIR

“Note that publishing the data to the 
data stream is done without any 
data-owned services i.e. we don’t 
touch the data until step (2)”

“As step (2) is asynchronous that 
means we are forced to shift all 
validation to the domain services so 
that it’s done before step (1)”
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How does it work? Domain Ownership

“Domain ownership (in this context) is all about making sure the folks who understand the data the best own its 
full lifecycle, from modelling to operational to analytics and beyond.

The data produced by a domain should be treated like any other product that the domain produces.”

This has implications for us as a data platform team:

- How do we ensure domain ownership? Where do we draw lines between domains?

- How do make the burden of domain ownership as low as possible?
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How do we ensure domain ownership? 
Where do we draw lines between domains?

Does a FHIR Resource 
(L3-L4) make sense as a 
domain?

data

no

Does an existing FHIR profile 
make sense?

no

Sure? OK fine we’ll make an 
exception.**

- Patient
- Coverage
- Consultation
- Appointment

- Vital Signs
- Social History
- Conditions* (obs)

- Covid
- Advisor

**Data will all come under a set of custom FHIR profiles for each 
domain anyway (see dFHIR templates). 

*Conditions as a profile using observation resource c.f. the 
Condition resource type.
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What we came up with. Data Architecture.

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

(1) Publish updates as 
dFHIR data streams

triage patient lab tests

Searchable 
Data Cache

(3) Materialize a read- and 
search-optimized data cache
dFHIR & FHIR

(2) dFHIR is converted to FHIR

(4) Other views can be 
materialized specialized for 
other use cases (e.g. analytics, 
time series or pop health)
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Data Architecture

“How do make the burden of domain ownership as low as possible?”

By architecturally decoupling data publishing from data consumption (~CQRS).

“How does that actually help?”

Domain owners responsibility is to publish their data. No need to consider how it will be consumed.

“Okay, so who makes sure all the data is easy to consume?”

The data platform team. Free’d from the responsibility of worrying about the details of the data itself, the teams can 
focus on building the tooling to make the data easy to consume for all use cases.
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What we came up with. Application Friendly API

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

(1) Publish updates as 
dFHIR data streams

triage patient lab tests

Searchable 
Data Cache

(3) Materialize a read- and 
search-optimized data cache
dFHIR & FHIR

(2) dFHIR is converted to FHIR

GraphQL Gateway

Patient 
App

Clinical 
Portal
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What we came up with. Application Friendly API

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

(1) Publish updates as 
dFHIR data streams

triage patient lab tests

Searchable 
Data Cache

(3) Materialize a read- and 
search-optimized data cache
dFHIR & FHIR

(2) dFHIR is converted to FHIR

GraphQL Gateway

Patient 
App

Clinical 
Portal
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Application Friendly API GraphQL

query Query($patientId: ID!, $first: NonNegativeInt!, $filter: 

EncounterFilter, $observationsFirst2: NonNegativeInt!) {

 patient(id: $patientId) {

   ... on Patient {

     encounters(first: $first, _filter: $filter) {

       nodes {

         observations(first: $first) {

           nodes {

             valueQuantity {

               ... on Quantity {

                 system

                 unit

               }

             }

           }

         }

}}}}}

// variables

{

 "patientId" : "1234",

 "filter": {

   "status": {

     "ONE_OF": ["FINISHED" ]

   },

   "practitionerUri" : {

     "ONE_OF": 

["https://bbl.health/Practitioner/5678" ]

   }

 },

 "first": 10

}

This slide includes fictitious data for illustration purposes.
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Application Friendly API GraphQL

“Hey, there’s a FHIR spec for this. Why didn’t you use that? :(”

Short answer: developer experience

Longer answer is that our developers wanted:

● first class extension support (we expose extensions as if they were any other field)

● connections and consistency (all lists are connections)

● clearer, more expressive filtering syntax

● “graph traversal”: reference fields resolve directly to the referenced resource, rather than to 
a Reference type

● a wider variety of error types
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What we came up with. AI Agents & Real Time 
Stream Processing

triage patient lab tests

(5) Data can be enriched, used 
for alerts and other automation 
in real time by AI Agents
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What we came up with. AI Agents & Real Time 
Stream Processing

triage patient lab tests

(5) Data can be enriched, used 
for alerts and other automation 
in real time by AI Agents

● “Patient X weight was updated, let’s update their BMI”

● “Patient X’s BMI was updated, let’s update their risk assessment for 
complications from type 2 diabetes”

● “Patient X has a new risk assessment that requires action:

○ Notify the patient to reach out to the care team

○ Notify the care team to reach out to the patient”
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Summary

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

(1) Publish updates as 
dFHIR data streams

triage patient lab tests

Searchable 
Data Cache

(3) Materialize a read- and 
search-optimized data cache
dFHIR & FHIR

(2) dFHIR is converted to FHIR

GraphQL Gateway

Patient 
App

Clinical 
Portal

(5) Data can be enriched, used 
for alerts and other automation 
in real time by AI Agents

(4) Other views can be 
materialized specialized for 
other use cases (e.g. time 
series or pop health)

FHIR Server
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Summary

● dFHIR and FHIR

● Domain Ownership

● Data Architecture

● Application Friendly APIs

● AI Agents and Real Time Stream Processing
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Summary

Patient 
Profile
Service

Triage 
Service

Lab Tests 
Service

(1) Publish updates as 
dFHIR data streams

triage patient lab tests

Searchable 
Data Cache

(3) Materialize a read- and 
search-optimized data cache
dFHIR & FHIR

(2) dFHIR is converted to FHIR

GraphQL Gateway

(5) Data can be enriched, used 
for alerts and other automation 
in real time by AI Agents

(4) Other views can be 
materialized specialized for 
other use cases (e.g. time 
series or pop health)

FHIR Gateway



Did you know we’re hiring?

Want to join a global organization?

Do you believe in Babylon’s mission to 
bring affordable and accessible healthcare 

to every human on earth?
 

We’re looking for 
exceptional talent 

across the technology organization. 

Check out our Career Site to find your 
next opportunity with Babylon. 

babylonhealth.com/careers/technology

https://www.babylonhealth.com/careers/technology
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